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Interpreting Data Documentation:  an example 

using the National Population Health Survey, 1994 
 

 

The 1994 National Population Health Survey has three directories on the DLI FTP 

server:  nphs_1994, nphshi_1994, and nphsupps.  The first directory contains the 

data and documentation for the main survey; the second directory has the 

corresponding files for a sample of Canadians in long term or residential care 

facilities; and the third holds files belonging to a supplementary questionnaire to 

the main survey.  The several layers of the files belonging to the NPHS are an 

indicator of the complexity of this study.  Good data documentation will help 

unravel the complexity of a major project like the NPHS.  Such documentation will 

provide a detailed account of the design and administration of the survey as well as 

a thorough description of the content of the survey’s data files. 

 

This assignment uses part of the documentation belonging to the NPHS to acquaint 

you with specific features of data documentation and to direct you in finding 

relevant information for clients wanting to conduct a secondary analysis with these 

data.  To complete the tasks below, you will need to use the documentation included 

from the NPHS and its supplement.  Only the introduction from the user’s guide to 

the supplementary survey is provided, while several parts from the main survey’s 

documentation are included.  This is not the complete documentation, however, and 

should be used only for completing this exercise. 

 

The Purpose of a Survey.  Knowing the purpose of a survey often helps clarify 

the context in which the data were collected.  A survey may be conducted to 

evaluate services, to identify a market, to obtain the mood of the public, to direct 

policy or decision making, to conduct basic research, to track change, to establish a 

benchmark from which change can be assessed, or a combination of these reasons.  

Each of these objectives will shape or drive the collection of data in certain 

directions.  Consequently, an understanding of the survey’s purpose can provide 

important insights into possible uses of its data as well as its limitations. 

 

 

1.  Examine the Main NPHS documentation for an explanation of the 

purposes of this survey and answer the questions below. 

 

 a.  Was support of policy-making a purpose of this survey? 

 

 b.  Was providing data for research a purpose of this study? 

 

 

1.  (continued) 
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 c.  Was tracking information on people over time a purpose of this study? 

 

 d.  Was obtaining public opinion about federal and provincial health care 

programs a purpose of this survey? 

 

 e.  What are the page numbers in the documentation that describe the 

purpose of the Main NPHS? 

 

 

The Survey Population and Sampling Methodology.  Also known as the 

universe of the survey, the population defines everyone who is eligible for inclusion 

in the survey.  The sampling methodology explains how the group of respondents in 

the survey was then selected from the universe or population.  Knowing the 

population helps clarify whether a study will be appropriate for a research topic.  

For example, someone studying early adolescence would not find data useful from a 

survey where the population was 18 year olds and older. 

 

An explanation of the sampling methodology should state whether a weight 

variable is necessary to make generalizations about the population.  The weight 

variable included by Statistics Canada often not only corrects for the sampling 

design, but also scales the sample size up to an estimate of the population.  Thus, 

the sample size may be 12,000 while the weighted size might be 23,000,000.  This is 

important information for researchers who want to work with the sample size 

rather than a population estimate.  Nevertheless, they will still be required to use 

an adjusted weight variable, which they will have to calculate. 

 

2.  Examine the documentation for the Main NPHS for information about 

the population and sampling methodology of the survey.  Then answer 

the following questions. 

 

 a.  What is the target population of the NPHS? 

 

 

 

 b.  Is a weight variable required with the NPHS? 

 

 c.  What two types of response rates are reported for the survey? 

 

 

2.  (continued) 
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 d.  What was the Selected Person response rate at the Canada level? 

 

 e.  Are guidelines for tabulations and reports provided? 

 

 f.  In what range of values must the coefficient of variation (cv) be for a 

result to be considered unrestricted for release? 

 

 

The NPHS Supplement.  This survey captured further information from the 

selected respondent in each household.  In particular, data were gathered about 

several subject areas not covered in the Main NPHS:  nutrition, safety and accident 

prevention, smoking, breast-feeding, alcohol use during pregnancy, and sexually 

transmitted diseases. 

 

3.  Examine the documentation for the NPHS Supplement for information 

about the relationship between the Main and Supplement surveys.  

Then answer the following questions. 

 

 a.  How is the Health file from the Main survey related to the 

Supplement file? 

 

 

 b.  What is the difference between these two files? 

 

 

 

 c.  When should a researcher use the Health file instead of the 

Supplement file or vise versa? 

 

 

 

 

The Questionnaire.  The questionnaire describes the content captured in the 

survey.  A copy of the questionnaire not only presents the substance of what has 

been collected but also provides a detailed script about the context in which answers 

have been elicited.  For example, the sequencing of questions may be important to a 

researcher or knowledge about skip patterns might be critical when selecting 

certain variables.  A copy of the original questionnaire is often the only source for 

finding this type of information. 

 

The Data Dictionary and Record Layout.  Information from the questionnaire 

is transcribed and coded into variables.  In turn, variables are organized in a 
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computer file and assigned a specific column location on a record or line.  Both of 

these tasks – creating variables from the questionnaire and placing these variables 

in a computer file – are summarized in the data dictionary and record layout, 

respectively.   

 

 

4.  Examine the documentation for the Main NPHS for information about 

the record layout and data dictionaries for its files.  Then answer the 

following questions. 

 

 a.  How many data files are distributed for the Main NPHS? 

 

 

4. (continued) 

 

 b.  What are the names assigned to the files from the Main NPHS? 

 

 

 

 c.  For each file, briefly describe whose data is captured in each record?  

[Hint:  see the introductory note to Appendix B and C.] 

 

 

 

 

 d.  For each file, report the number of records or cases? 

 

 

 

 

Questions and Variables.  Working with data requires knowing how information 

from a questionnaire was converted into variables.  The simplest situation occurs 

when one question produces one variable.  Since a variable can only hold one value 

per case, this one-to-one correspondence between one question and one variable only 

exists for questions that have a single answer.  However, questions that permit 

multiple answers will require multiple variables to capture all of the information.  

The best way to understand how variables are created from questions is to look at 

some examples. 

 

In the questionnaire for the main survey, look at question HHLD_Q4, “Is there a pet 

in this household?”  The response categories are: 

 
   Yes 
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   No (Go to HHLD_Q6) 

 

Clearly, only one answer can be given to this single question.  Thus, one variable 

with codes for the two response categories (yes or no) will capture all of the 

information for this item. 

 

The next question (HHLD_Q5) asks, “What kind of pet?” and includes the 

instruction, “Mark all that apply”.  The three response categories provided are: 

 
   Dog 

   Cat 

   Other (Go to HHLD_Q6) 

 

For this question, more than one response is permitted.  A household could contain 

a dog, a cat, and some fish, in which case all three of the response categories would 

be checked.  One question exists but more than one response can be given.  

Consequently, a convention for assigning variables must be devised that captures 

all of this information.   

 

One method is to treat each response as a separate variable.  There would be a dog 

variable, a cat variable, and another pet variable each indicating if that particular 

pet is in a household.  Another convention would be to summarize the multiple 

responses into a single response that is assigned to one variable.  The latter 

convention was actually used in the NPHS study.  Look at Page 3 in Appendix E 

under the variable named KINDPETG.  Notice that the source for this variable is 

question HHLD_Q5 and that the answers have been grouped into two categories:  1 

is at least a dog or a cat which means that either a dog or a cat was checked with 

the possibility of another pet also; 2 neither a dog nor a cat was marked but another 

pet was.  This method actually loses information in the way the response categories 

were grouped.  It separates households with pets that aren’t dogs or cats, but lumps 

together those with dogs or cats with other pets. 

 

These examples show the possible creation of variables in the following ways: 

 

 

 one question  one answer   one variable 

 one question  multiple answers  multiple variables 

 one question  multiple answers  one variable with 

         a possible loss of  

         information 

 

 

5.  Examine the questionnaire for the Main NPHS and answer the following 

questions. 
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 a.  Look at question DEMO_Q5.  How many variables would you expect 

from this question?  Why? 

 

 

 

 b.  Look at question UTIL_Q5.  How many variables would you expect 

from this question?  Why? 

 

 

 

 

 

Before releasing a microdata file to the public, Statistics Canada takes steps to 

anonymize the records within a file to minimize the likelihood of individual 

respondents being personally identified.  Three general practices are followed in 

anonymizing a file.  First, the level of spatial information is reported for only gross 

levels of geography.  Province is often the only level of geography below the national 

level provided in a public use microdata file.  For surveys with very large samples, 

such as the individual public use microdata file from the Census, urban areas of 

250,000 people or more, that is, CMA’s, may be included.  Certainly, no small area 

geographic units are available in public use microdata files. 

 

The second method used to anonymize records is to replace detailed response 

categories with fewer, more general categories.  For example, no public use 

microdata file will contain four-digit occupational codes.  Rather, a general level of 

occupation is reported using approximately twelve categories in total.  Such a 

technique would change the occupational classification of a cardiologist, which is 

very a specific medical occupation, to a professional, which is very general 

occupational grouping including also many non-medical professionals. 

 

The third method used to protect the identity of respondents is not to release the 

information in the public use microdata file.  These suppressed variables remain in 

the master file from which the public use file is produced.  Most data documentation 

for public use microdata files does not include a list of suppressed variables, 

although the Survey of Labour and Income Dynamics is an exception.  In these 

instances, the only way of knowing what has been withheld is to compare the items 

from the original questionnaire with the documentation for the public use file.  One 

project in Statistics Canada involves placing the data documentation from the 

master files on the Internet.  This would then allow one to compare the differences 

between the master and public use versions of the data. 
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Because of the practices used by Statistics Canada to anonymize records in a public 

use file, two further approaches may have been used in converting information on 

the questionnaire into variables. 

 

 one or more questions   one or more derived variables 

 one or more questions   no variables 

 

An example of a derived variable from the NPHS is the five category income 

adequacy variable named, DVINC594.  Turn to Page 54 in Appendix E and look at 

the note accompanying DVINC594:   

 
“Based on DVHHSZ94 and DVHHIN94.  See Appendix F – Derived variables.” 

 

Thus, DVINC594 was itself created from two other derived variables – one 

estimating the size of the household and the other reporting total household income.   

 

An example of a question asked in the NPHS survey that has been suppressed in 

the public use file is DEMO_Q4, “What is respondent’s date of birth?”  Examining the 

main questionnaire on page 3 reveals that this information was captured in 

DD/MM/YY format. 

 

6.  Examine the derived variables mentioned in the questions below using 

the data documentation. 

  

Using the topical index in Appendix E, try to locate DVHHSZ94. 

 

 a.  Is this variable included in the public use file? 

 

 

 b.  What variable is close to DVHHSZ94 in content? 

 

 

 Although date of birth (DEMO_Q4) was not converted to a variable in 

the public use file, identify the name of the derived variable that 

replaces date of birth. 

 

 c.  Name of variable derived from DEMO_Q4 in the General file: 

 

 

 d.  Name of variable derived from DEMO_Q4 in the Health file: 

 

 

6.  (continued) 
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 Use information from Appendix E to explain how the variable indicating 

the highest level of education obtained was derived. 

 

 e.  How was highest level of education obtained derived? 

 

 

 

 

Variables and Values.  As shown in the examples above, variables are identified 

in the documentation using an eight character mnemonic name.  These names 

sometimes refer to the original question number.  For example, LFS_Q1 is found on 

page 14 of the questionnaire (look this up) and is a variable documented on page 38 

of Appendix E (look this up).  Variables beginning with DV are very likely to be 

derived variables, for example, DVALT94, DVSCI94, DVESTI94, etc. 

 

7.  Describe the following variable names using their short titles from the 

topical index to Appendix E. 

  

a.  DVALT94 

 

 b.  DVALWV94 

 

 c.  DVSCI94 

 

 d.  DVESTI94 

 

 

Other variable names are quite descriptive of their content.  SEX is an obvious 

example.  MARSTATG is the variable name for marital status group.  

NUMBEDRM is the variable containing the number of bedrooms in a dwelling.  

However, do not confuse WEIGHTKG, which is the respondent’s physical weight, 

with WT6, which is the respondent’s sampling weight. 

Two general groups of values are assigned to variables.  Values either represent 

categorical descriptions, such as female or male, or they represent some 

measurement, total sum or count, such as the number of bedrooms in a dwelling or 

the physical weight of the respondent.  If the values of a variable are categorical 

classifications, the variable is known as a categorical variable.  If the values of a 

variable are a measurement, total sum or count, the variable is known as an 

analytic variable.   

 

Another way of classifying variables is in terms of the levels of measurement used 

in the social sciences.  Nominal measurement consists with assigning numbers to 
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names of categories, which is the same as a categorical variable mentioned above.  

The numbers have no cardinal or inherent meaning.  The category “female” can be 

assigned the value 0, 1, 2 or any other number, while the category “male” can be 

assigned any number other than the number assigned for “female”.  The only 

connections between the numbers assigned to the categories are convention and 

coding efficiency (for example, it would not be efficient to assign the value 1111111 

to Female and 1111112 to Male). 

 

Analytic variables, however, consist of values containing some properties or 

relations between the numbers and the content of the variable.  If a measurement 

distinguishes greater or lesser levels of a property without an exact measure in 

units, the variable is said to have an ordinal level of measurement.  The numbers 

assigned will reflect the increase or decrease of a property without indicating 

exactly how much the property has gone up or down.  For example, DVINC595 uses 

the values one through five to indicate levels of income adequacy. 

 
  1 Lowest Income 

  2 Lower Middle Income 

  3 Middle Income 

  4 Upper Middle Income 

  5 Highest Income 

 

The scale of measurement for this variable clearly indicates that as one moves up 

the scale, the income adequacy increases.  What this scale does not provide, 

however, is the precise amount of income adequacy obtained by moving from a 1 to 

a 2 or from a 2 to a 3 (in other words, we don’t know if the amount of income 

adequacy measured by subtracting 1 from 2 is the same amount as subtracting 2 

from 3).  We simply know that by moving up the scale, we increase the level of 

income adequacy. 

 

When the amount of increase is known in specific units as we move up the scale, the 

level of measurement becomes interval.  For example, if the NPHS had a variable 

containing the actual household income, the unit of measurement would be in 

dollars (this is also known as a metric). We know the exact amount of increase as 

someone moves from $20,000 to $30,000, that is, an increase of $10,000.  If in 

addition to having equal intervals, a scale also has the property of an absolute zero, 

which is the property that the content of a variable can be completely absent, the 

level of measurement is said to be ratio.  A ratio scale also allows one to discuss 

different values as being multiples of other values.  Thus, one can say in the 

instance of income, someone with an income of $40,000 has twice the income of 

someone with an income of $20,000. 

 

8.  Examining the numbers that have been assigned to the following 

variables, identify whether the variable is categorical, that is, a 
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variable where the values merely represent categorical classifications, or 

if the variable is analytic, that is where the values reflect some ordinal, 

interval, or ratio property.  For each of the following variables, identify it 

as either categorical or analytic. 

  

  

a.  SEX 

 

 b.  AGEGRPMM 

 

 c.  MARSTATG 

 

 d.  DWELLOWN 

 

 e.  NUMBEDRM 

 

 f.  DVHHIN94 

 

 g.  PROVINCE 

 

 h.  SPR8_Q1 

 

 

 

Variables and Frequencies.  Statistics Canada documentation will often include 

the frequency distribution of categorical variables, reporting them for (1) the sample 

and (2) the population estimate based on administering the weight variable.  For 

example, on page 2 of Appendix E the distribution of males and females in the 

sample is 8,058 and 9,568, respectively.  The population estimate, however, is 

11,780,335 for males and 12,168,269 for females. 

 

Occasionally, the master file frequencies are reported instead of the public use file.  

This occurred with the National Survey of Children and Youth and can cause some 

confusion since the master and public use files may not have the same number of 

cases. 

 

What can you do with these frequencies?  They can be used to help verify a data 

collection.  The frequencies for the variable SEX can be obtained using statistical 

software and then compared with the data documentation to confirm that the file 

has been read correctly and that the documentation matches the file.  Another use 

is in helping identify sample sizes of subgroups within the file.  For example, a 

researcher may only wish to work with those in the age range of 12 to 14.  In the 

NPHS, the documentation shows a total of 637 cases in this age range.  This may 

not be enough cases for the type of analysis that the researcher had in mind. 
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9.  Use Appendix E and complete the following requests for frequencies. 

  

a.  How many of the respondents in the survey have a pet in the 

household? 

 

 

 b.  What is the population estimate of those with no bedrooms in their 

dwelling? 

 

 

 c.  How many cases in the sample are in the age range of 20 to 34? 

 

 

 d.  For the variable SPR8_Q1, how many cases fall in the “Not 

Applicable” response category? 

 

 

 e.  Why are there this many in the “Not Applicable” category? 

 

 

 f.  Can you determine from the documentation how many females are in 

the lowest income category in DVINC594?  If you can’t, why and what 

would you have to do to find this frequency? 

 

 

 

 


